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Abstract

This is a review of the Ferguson Imperial model in mathematical epi-
demiology. This article begins with a familiar review of the political signif-
icance of the model. It then describes the general structure of the model
and the computer code that implements it. Finally, it makes a detailed
analysis of the bugs in a particular section of the computer code. This is
an expanded version of a presentation to University of Pittsburgh’s Math
Biology seminar on October 8, 2020.

1 Introduction

1.1 political and economic impact of the Imperial model

We pick up the story of the pandemic in March, 2020. As of Monday March

16, 2020, there had been only 87 deaths from COVID-19 in the United States,

although the number was quickly growing. At the time, non-Chinese government

actions were still modest and tentative, with the exception of the lockdown in

Lombardy on March 8, which was extended to all of Italy the next day. In early

March, the U.K. government had decided to let the “virus run its course . . .

with the exception of the elderly, who were to be kept indoors.”

Policies were quickly reversed in mid-March. On Tuesday March 17, major

newspapers delivered the shocking news of a computational model predicting

millions of deaths.

Washington Post

A chilling scientific paper helped upend U.S. and U.K. coronavirus strate-

gies

March 17, 2020 at 4:25 p.m. EDT
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LONDON — Immediately after Boris Johnson completed his Monday

evening news conference, which saw a somber prime minister encourage

his fellow citizens to avoid “all nonessential contact with others,” his

aides hustled reporters into a second, off-camera briefing.

That session presented jaw-dropping numbers from some of Britain’s top

modelers of infectious disease, who predicted the deadly course of the

coronavirus could quickly kill hundreds of thousands in both the United

Kingdom and the United States, as surges of sick and dying patients

overwhelmed hospitals and critical care units.

The new forecasts, by Neil Ferguson and his colleagues at the Imperial

College COVID-19 Response Team, were quickly endorsed by Johnson’s

government to design new and more extreme measures to suppress the

spread of the virus.

The report is also influencing planning by the Trump administration.

Deborah Birx, who serves as the coordinator of the White House coron-

avirus task force, cited the British analysis at a news conference Monday,

saying her response team was especially focused on the report’s conclu-

sion that an entire household should self-quarantine for 14 days if one of

its members is stricken by the virus.

The Imperial College London group reported that if nothing was done by

governments and individuals and the pandemic remained uncontrolled,

510,000 would die in Britain and 2.2 million in the United States over

the course of the outbreak.

Politicians continue to refer to the 2.2 million figure and give it as the reason

for closing down the American economy. The Imperial prediction was referenced

several times by Trump in the first Trump-Biden debate and in Trump’s NBC

Townhall. Here, Trump directly links the closing of the economy with the

Imperial prediction.

So we built the greatest economy in history. We closed it down because

of the China plague. When the plague came in, we closed it down, which

was very hard psychologically to do. He [Joe Biden] didn’t think we should

close it down and he was wrong. Again, two million people would be dead

now . . .. - Donald Trump, 9/29/2020

You go back and look at your models: 2.2 million people. - Trump,

10/22/2020

We saved two million lives. - Trump, 10/15/2020
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We can say without exaggeration that trillion-dollar decisions were made

based on the predictions of the Imperial model. This makes the Imperial code

one of the most consequential pieces of software of all time.

1.2 my interest

It seems that many have become amateur epidemiologists in 2020. I am no

different in that regard. I have a background in mathematics and computer

code verification, and my perspective brings those aspects of the Imperial model

to the forefront.

This article analyzes a small section of the computer code and describes its

bugs. Some of these bugs suggest a fundamental incompetence in probabalistic

reasoning.

By focusing on a small section of the code, I am able to make a thorough

mathematical analysis of the code’s behavior and its bugs. There is no reason

for me to believe that the bugs in other sections of the computer code will be

less severe than those reported here. My approach stands in contrast with the

many holistic evaluations of the Imperial code found on the internet.

I would be very happy if my efforts contribute to the eventual formal verifi-

cation of the Imperial code. A formal verification of code is always a verification

with respect to a specification of the code. A specification is needed, but none

is currently available. This article takes the first steps toward specification in

preparation for verification.

1.3 assumed background

This article will not assume that the reader has any background in epidemiology.

Indeed, I have no such background. However, I do assume a slight knowledge of

statistics at the level of probability measures, random variables, independence,

and probability distributions.

1.4 history

As a professor at the University of Pittsburgh (Pitt), I could not help but notice

that early papers referred to the model as the Pitt-Imperial model.

The Imperial model and Imperial code will refer to the computational model

and computer code produced by the team at Imperial led by Ferguson. Much
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of what I say applies to the early model from around 2005 for influenza as well

as the 2020 model for COVID-19.

Pitt’s involvement comes through Donald Burke, who received a grant in

2004 from NIH to develop computational models of infectious disease (who was

then at Johns Hopkins). When Burke was named as the Dean of the Graduate

School of Public Health in 2006, he transfered his modeling center to Pitt. His

modeling center remained active until 2019.

Donald Burke has known Neil Ferguson since the mid-90s, when Ferguson

was a postdoc at Oxford. Ferguson was made a sub-contractor at Imperial

to the 2004 grant. In their collaboration Neil Ferguson was the first author

(the primary contributor) and Donald Burke was the last author (the senior

member). Ferguson led the computation development and execution, and Burke

led the public health and epidemiology.

Burke was not involved in the recent modification of the model for covid. My

understanding is that the COVID-19 model is built from the earlier computer

code and computational model, but refitted with a new set of parameter settings.

Don Burke lived in Bangkok for six years. This explains how the first

Ferguson-Burke paper was a computation model of influenza in Thailand (pub-

lished in Nature in 2005). There were multiple other authors from Hopkins,

Imperial, and Thailand whose roles I will not describe. That publication con-

tains a 25-page supplementary information section (found at the Nature web-

site) describing mathematical and computational details of the model. That

supplement is the best available source of information about the computational

model.

2 The Imperial model

2.1 stochastic and individual based

The authors describe the model as a “stochastic, spatially structured, individual

based discrete time simulation.”

Individual-based means that every individual from a country’s population

(as given by census data) is represented as a separate individual in the model.

If the US has a population of 330 million, then the US model has 330 million

individuals.

Spatially-structured means that each individual lives at a particular loca-

tion in the country, determined by realistic demographic data obtained from
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Figure 1: SimCity with the graphics

Oakridge National Laboratory with resolution at scale under one kilometer for

the United States and Great Britain.

Stochastic means that any susceptible individual might become infected at

any time, according to random variables in the model. Different runs of the

software produce different outcomes. In one run the infection might fail to

spread, and in another run there might be millions of deaths.

Discrete time (and space) means that there are no differential equations or

other forms of continuous modeling.

The model is a survival model, as explained in Section 2.4.

2.2 SimCity without the graphics

The best one-line summary of the Imperial model that I have heard is that it

is “SimCity without the graphics.” SimCity is a computer video game that

allows players to build cities and communities from scratch. Players construct

homes, schools, factories, farms, and so forth. Individuals, called sims, live in

the simulated world.

The Imperial model is roughly similar in spirit, and is based on compre-

hensive databases of demographic information. To simulate a country such as

the United States, a sim (to adopt SimCity’s name for individuals) is created
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for each real-world inhabitant of the country. Each individual is assigned to a

household in a way that matches actual demographic distributions of household

sizes and age distributions. Households are located throughout the country ac-

cording to actual population density patterns. Individuals interact within the

household, at nearby schools, at work places, at airports, and through chance

community encounters. Through interactions, susceptible individuals become

infected, and disease spreads.

Hundreds of parameters are tuned to bring a high level of virtual-reality

realism to the simulation. The simulations are computationally expensive. The

2006 paper states that the US simulations used 55GB of RAM and about 20,000

CPU hours.

2.3 SIR

One of the best known models of epidemiology is the SIR model for the spread

of infectious disease It is known for its simplicity. It assumes that the total

population N is the sum of sizes of three disjoint sub-populations (called com-

partments) evolving over time, represented as three real-valued smooth functions

of a time parameter t ∈ R≥0:

N = S(t) + I(t) +R(t)

The function S gives the number of susceptible individuals at time t. These are

the individuals that are not infected and remain at risk of becoming infected.

The function I gives the number of infected individuals at time t. These

individuals have the disease and can transmit it to the susceptible population.

The function R gives the number of removed individuals at time t. These

individuals have recovered from the disease and have acquired immunity, or have

natural immunity, or have died.

The SIR model gives a system of first-order differential equations for S, I,

and R in terms of two empirically determined parameters. The full form of the

system of differential equations does not concern us.

The simple SIR model can be modified in countless ways. A common varia-

tion of the SIR model, called the SEIR model, inserts a fourth sub-population

(that is, compartment) E(t):

S(t) + E(t) + I(t) +R(t)

The function E(t) gives the number of exposed individuals at time t. These

individuals have been exposed to the disease and have become infected. They
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go through an incubation period during which they are not infectious; that is,

they have but do not transmit the disease.

The Imperial model is very far from being a simple SIR model. Indeed,

the Imperial model is orders of magnitude more complex and depends on many

more empirically determined parameters. SIR is deterministic, but Imperial is

stochastic. Unlike SIR, the Imperial model has no differential equations: unlike

the continuous functions in SIR, time and the number of individuals are discrete.

SIR Imperial
continuous discrete
ordinary differential equations finite sums and products
deterministic stochastic
two parameters hundreds of parameters

However, just like the SIR models, the Imperial model partitions the popu-

lation into three compartments: the susceptibles, the infected, and the removed.

Like the SEIR model, there is a latent period during which the infected are not

infectious. It is therefore useful to keep the SIR picture in mind when studying

the Imperial model.

2.4 susceptibles

To fix ideas, before discussing the Imperial model further, we recall the calcu-

lation of the probability of consecutive heads from a sequence of independent

biased coins (more precisely, Bernoulli random variables), where the tth coin

has probability pt ∈ [0, 1] of heads (and probability 1− pt of tails). By indepen-

dence, the probability that the outcome all T ∈ N coin tosses are heads is the

product

p1p2p3 · · · pT . (1)

Returning to the model, the probability B(T ) that a single susceptible indi-

vidual will remain uninfected throughout T ∈ N time periods will be viewed (as

with the case of consecutive heads) as resulting from a succession of T ∈ N inde-

pendent biased coin tosses, where the tth coin toss has probability pt ∈ [0, 1] of

heads (interpreted as the non-infection probability at time period t) and proba-

bility 1−pt of infection. In other words, every susceptible individual is required

to undergo a daily coin-toss, and is allowed to go one more day without infection

iff the coin-toss goes well. The probabilities fluctuate. Some days the probabil-

ities are pt are low and some days they are high. Much of the modeling goes

into the estimation of the probabilities pt. By independence, the probability of

non-infection over the entire period is
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B(T ) = p1p2p3 · · · pT . (2)

Assuming that pt > 0, we can set λ(t) = − ln(pt)/∆t ≥ 0, or equivalently,

pt = exp(−λ(t)∆t), where ∆t > 0 is the constant time interval. Typically, ∆t

is one day. Equation (2) can be rewritten as

B(T ) = e−λ(1)∆te−λ(2)∆t · · · e−λ(T )∆t = e−
∑
λ(t)∆t. (3)

Large λ(t) gives a small pt, a small probability of non-infection, and a high

probability of infection. In accordance with this positive influence of λ on in-

fection, the function λ(t) is called the force of infection experienced by a single

susceptible individual. The function λ(t) is not literally a force in the sense of

physics, but like a force in physics, it has an additive structure, being computed

as the sum of smaller terms. As λ appears in the exponent, the additivity of λ,

corresponds to the multiplicativity (and independence) of probabilities in (2).

The force of infection is unlike a true force in that it is a scalar rather than

vector quantity.

If we view this sum (3) as an integral, we get

B(T ) = e−
∫ T
0
λ(t)dt. (4)

The integral can be related to the sum (3) in various ways. We interpret the

integral as associated with a measure on a discrete set {1, . . . , T} which assigns

a mass ∆t to each point. Under this interpretation, equations (4) and (3) are

strictly equivalent (with convention λ(0) = 0).

In the language of survival models, λ(t) is called the hazard function; the

integral ∫ T

0

λ(t)dt

is called the cumulative hazard ; and in general B(T ) is called the survival func-

tion (except that in this epidemiological model, this would be a misleading

name, because it measures non-infection rather than survival).

In general, the force of infection λi(t) and corresponding probabilities pt and

Bi(T ) will depend on the susceptible individual i. The individual i remains in

the susceptible pool as long as the individual i remains uninfected.

2.5 time to infection

In the model, infectiousness is a function of time from infection. After infec-

tion, an individual undergoes a latent period lasting Tg days before becoming
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infectious. After time Tg, the infectiousness is controlled by a probability dis-

tribution κ(t) as t ≥ 0 runs over days after the end of latency. Given that an

infectious individual k will infect a susceptible individual i, the infection will

take place on day Tg + t (after i’s date of infection) with probability κ(t). Thus,

the expected time to infection is

Tg +

∫ ∞
0

t κ(t) dt

(where again we use integral notation on a discrete space).

2.6 force of infection

As we have said, the force of infection of a susceptible individual i is a sum of

separately modeled terms. We consider the simplest form of the model where

the only places that individuals interact are in the household, at school, at work,

and random community encounters.

The model is able to accommodate various policy options, such as social dis-

tancing, case isolation, household quarantine, place closures, and digital contact

tracing. For simplicity, we do not discuss the modeling of policy options, even

if the creators of the model consider this to be the whole purpose of the model.

In the model, individuals are not physically moved from place to place as

pawns on a chessboard. Rather, they remain at their household location, but

the force of infection is designed to model their interactions at the different

places they regularly visit.

We focus on the force of infection one susceptible individual i. This force is

a sum of terms

• force of infection at home;

• force of infection at school;

• force of infection at work;

• force of infection at large in the community.

The school and work terms have a similar structure and are anchored to a

particular geographic location. These terms can be refined according to the the

type of school that the individual attends, for example. The community force

term is modeled differently, and is not location specific.
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2.6.1 force of infection in place

We look at the in place force of infection term λi,place for a susceptible individual

i at time t in more detail at a fixed place type j. There are many places, but

only a small number (say fewer than five) of place types j in the simulation.

Schools are one type. A workplace is another type. Each individual frequents

zero or more places. The place force has the general form:∑
k:place,j

βplace,j κ(t− τk) ρk ωj,k(t− τk)φ(mj,i) (5)

This and the corresponding terms for community and households are the fun-

damental equations of the model. The sum runs over all infectious individuals

k frequenting the same place as i. The various factors β, κ, ρ, ω, φ have the

following interpretations.

• βplace,j is a transmission coefficient for the place, depending only on the

type j. It is an overall scaling factor that controls the relative infectious-

ness of different types of places.

• κ is the probability distribution described in the previous section (2.5),

giving the time dependence of infectiousness, shifted to activate at the

time τk when k became infectious.

• ρk allows for variation in infectiousness from one individual k to the next.

In most simulations, this is taken to be the constant 1, but some experi-

mental simulations allow this to be a gamma distribution with mean 1.

• ωj,k is a piecewise constant function defined by two cases, depending on

whether the individual k is seriously infected or not. The idea is that

seriously infected individuals will stay home from school or work (even in

the absence of government mandated control measures). The function ω

models that change in behavior. It is a Heaviside step function of time,

switching on after a short delay.

• φ(m) is a function used to model how the force of infection depends on

the size m of a place of type j.

Note the general sum-of-monomials shape of the force in Equation (5).

sum of monomials: β ∗ κ ∗ ρ ∗ ω ∗ φ (6)

This is a hallmark of the model. We have already discussed how sums relate

to independence of probabilities in the model. I see no compelling reason for

the monomial structure in (6). Rather, I see this as a separation-of-variables
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hypotheses that makes the modeling easier to carry out. Separation of variables

allows us to build models of several simple functions of a single variable, rather

than build one complicated model of several variables. For example, to deter-

mine φ empirically, we assume that all other variables κ, β, ρ, ω are fixed, and

study how infectiousness depends on household size.

We do not go into detail about the household term. It is similar in structure

to the infection term in place.

2.6.2 inverting the force

We have shown the force of infection from the perspective of a single susceptible

individual i. Consider the force term at one workplace. It is a sum of terms

coming from all the infected individuals frequenting the same workplace as the

susceptible individual.

Instead, we can view the epidemic from the perspective of a single infec-

tious individual k. That individual has a biased coin toss with every coworker

each day to decide new infections. The coin’s probability p = exp(−λ∆t) is

independent of the coworker. Let N be the number of coworkers. Thus, from

the infectious individual’s point of view, the probability distribution is binomial

with parameters N and p. Thus, we can compute the contributions of k much

more simply than in the formula (5) by first taking a sample from the binomial

distribution to determine the number K of infections counted with multiplicity,

then taking a uniform sample of K coworkers among the N as the non-infected

pool.

2.6.3 community force

We take a look at the force of infection λi,community from chance community

encounters. ∑
k

βcommunityζ(ai)κ(t− τk)ρkf̄(di,k)ωk. (7)

The sum runs over all infectious individuals k.

It has the same general sum-of-monomials shape. The interpretation of

terms is given as follows.

• ζ(ai) models the age dependence of travel. The age of individual i is ai.

• β, κ, ρ, ω are defined as in the home term.
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• di,k is the distance between the homes of i and k.

• f̄ is a decreasing function that models how interactions between individ-

uals decrease with distance. The function is normalized so that∑
k

f̄(di,k) = 1.

(here the sum runs over the entire population).

The Imperial papers refer to the community term (7) as the gravity term,

by analogy with a potential energy in physics. It is a term giving interaction

between all members of the population no matter how distant, but falling off

with distance, and depending only on mutual distances.

I will not discuss in any detail the transition of susceptibles to the removed

group (the S → R transition in the SIR model). I do not find much discussion

of it in the Imperial papers, and it seems to be much less the focus. The

infectiousness κ of goes to zero after a certain number of days, and the individual

is no longer infectious.

2.6.4 inverting the community force

The term (7) seems to me to be expensive to compute for all i (at every time

step t), being N2 where N is the size of the country’s population, which may be

hundreds of millions. Thus, we wish to invert it, as we did with the workplace

force of infection in Section 2.6.2. The idea is that it is more efficient to compute

the spread of infections by grouping the infectious individuals into large clusters

(or cells) and analyzing the group behavior. Only after the group behavior

is determined, are particular infectious individual assigned responsibility for

causing the group behavior.

The geographic distance between individuals is discretized, so that distances

depend only on the neighborhood (called a cell) of the individuals. To invert

the community term, we focus our attention on all infectious individuals in a

given cell.

The cumulative effect of an infectious cell is the sum Sn of a large number

n of independent random variables with a Bernoulli distribution, each with a

possibly different probability p̄i = 1− pi of infection. Le Cam’s theorem states

that the distribution Sn is approximated by a Poisson distribution

∞∑
k=0

|Pr(Sn = k)− e−ννk/k!| < 2

n∑
i=1

p̄2
i , (8)
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where ν =
∑
p̄i. Thus, the number K of new infected individuals (counted

with multiplicity) caused by a single infectious cell can be determined by a

single sample from the Poisson distribution, up to the error term appearing on

the right-hand side of (8). The computer code disregards the error term, which

changes each day of the simulation. (The Imperial code should be modified to

compute and report the error terms or to build them into the model.)

A separate error is introduced in the Imperial code by using the force of

infection λ in Le Cam’s estimate (8) as an approximation of ν. We have an

error estimate, using pi = e−λi when ∆t = 1:

|λ− ν| = |
∑
i

(λi − (1− e−λi))| ≤
∑
i

λ2
i /2.

Once the total number K of infections is fixed, we can then choose K indi-

viduals in the infectious cell as the infectors, as follows. We write

λ = q1λ+ · · · qNλ,

where the cell has N infectious individuals, λ is the force of infection of the cell,

and qk is the fraction of that force attributed to infectious individual k.

The Poisson distribution is obtained by summing independent Poisson ran-

dom variables with mean qiλ, which has a generating function

(e−q1λex1q1λ) · · · (e−qNλexNqNλ) = e−λe(x1q1+···xNqN )λ

=
∑
K

e−λ(x1q1 + · · ·xNqN )KλK/K!.

Up to a normalizing scalar, the Kth term in the sum is the generating function

of a multinomial distribution with probabilities (q1, . . . , qN ) and K trials. Thus,

we may randomly select the K infectors within a cell by sampling a multinomial

distribution. This is what is done in the Imperial code. The K newly infected

individuals can similarly be chosen.

3 Previous critiques

Before turning to my analysis of bugs in the Imperial code, I will review at

length some of the other critiques that have been made.

3.1 how much code?

A tweet from Neil Ferguson on March 22, 2020 states
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I’m conscious that lots of people would like to see and run the pan-

demic simulation code we are using to model control measures against

COVID-19. To explain the background - I wrote the code (thousands of

lines of undocumented C) 13+ years ago to model flu pandemics . . .

This is what a member of the GitHub team had to say about the version

released on Github.

I was part of the GitHub team that helped get the code ready for public

release. We fixed a few bugs, reduced memory consumption, made it

portable across operating systems, etc., but the code you see is largely

what was written by Neil Ferguson and his team.

Given your concerns, I would like to mention two things:

1) the code was originally a single source file, so I’m not surprised the

module boundaries are imperfect - the code is many years old and the

module boundaries have existed for only a few weeks.

2) this was not written by professional software engineers, but epidemi-

ologists, and they were working with limited budget, time, and program-

ming experience. – spatulon https: // news. ycombinator. com/ item?

id= 23101077

The model has been implemented in about 15, 000 source lines of code

(SLOC) in C. The Imperial code base is small and even almost tiny, where

we categorize (in a rather arbitary way) projects by size:

tiny up to 10,000 SLOC
small beyond tiny up to 100,000 SLOC
medium beyond small up to two million SLOC
large to huge more than two million SLOC

I am not a professional programmer, but I have written numerous computer

programs of far greater length and logical complexity than the Imperial’s. So

have graduate students I have supervised.

3.2 the Fortran critique

In May 2020, the Telegraph published two negative reviews of the Imperial

computer code. An opinion piece in the Sunday Telegraph on May 17 claimed

that “Imperial’s programming could go down as the most devastating software

mistake of all time. . . in terms of economic costs and lives lost.” The authors

claimed the model was based on the Fortran programming language, called
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Fortran outdated and inherently flawed, and described the code as a “tangled,

buggy mess, which looks more like a bowl of angel hair pasta than a finely tuned

piece of programming.”

In my view, this Telegraph article is based on a superficial examination of

the code and should not be taken seriously.

In particular, the Fortran criticism seems to me to be the result of a massive

misunderstanding. The native language of Ferguson’s code is C. The Fortran

misunderstanding is based on a single file in the Imperial code distribution,

which contains the source code of a numerical library in C called randlib. This

file is used to generate samples from various standard probability distributions.

This library was originally written in FORTRAN77, and the C version was

subsequently written by John Burkardt.1 The library file retains Fortran-like

control flow, including goto statements. The angel hair pasta comment seems

to be directed at this particular library. Nevertheless, the algorithms in this

library are thoroughly documented in the scientific literature.Some of the algo-

rithms grow out of the treatment of random variates in Knuth’s Art of Com-

puter Programming. In brief, the Telegraph article mistook a numerical library

for Ferguson’s own code. If somebody wishes to find fault with the Imperial

code, this is not the way to do it.

The Telegraph article also accused the program of being non-deterministic.

“Imperial’s model is vulnerable to producing wildly different and conflicting

outputs based on the same initial set of parameters.” This criticism is nonsense.

Of course, it is non-deterministic. All stochastic models are. So what?

The first github release of the code had race conditions caused by the timing

of threads. This has been corrected so that now the same input parameters,

the same seed to the pseudo-random number generator, and the same number

of threads should produce identical platform-independent output.

3.3 hundreds of parameters

The Imperial model depends on some 590 parameter settings.2 Most of these

must be separately estimated from empirical data. Compare this with with the

SIR model, which has two parameters.

The more time I spend with the code, the more the following criticism of

1I am still tracking the sources of this file, and this section might need updating later.
Parts of this file, such as the algorithm for the pseudo-random number generator, might also
be based on the book Numerical Recipes in C and on another C library http://www.netlib.

org/random/ranlib.c.tar.gz.
2Parameters are in Param.h. This includes parameters for various mitigation policies.
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the Imperial model rings true to me.

How do you estimate 100s of parameters? . . .

I recalled a saying of von Neumann: “With four parameters I can fit an

elephant, with five I can make him wiggle his trunk.” Any highly param-

eterized model is IMMEDIATELY suspect. With so many parameters -

hundreds! - overfitting is a massive problem. Moreover, you are highly

unlikely to have the data to estimate these parameters, so some are in-

evitably set a priori. This high dimensionality means that you have no

clue whatsoever what is driving your results. – Craig Pirrong

These are genuine concerns: hundreds of parameters, overfitting, and missing

data. What drives the results? The data for parameters is indeed deficient,

and auxiliary models are constructed to estimate the parameter values for the

main model. Bayesian Markov chain Monte Carlo (MCMC) sampling is used to

generate synthetic data and to generate plausible parameter values. An a priori

distribution on the unknown model parameters is chosen; a Markov chain is

then constructed such that its stationary distribution is the Bayesian posterior

distribution on the model parameters. The parameter values are selected as

samples from the posterior distribution.

A large fraction of the Imperial code is concerned with parameter input/output.

A 5600 line file named CovidSim.cpp accounts for over 30% of the total github

source code repository. The file spends the first few thousand lines reading all

the parameters, just a few hundred lines on program logic, then another couple

of thousand lines for reporting output parameters. The parameter processing

completely dominates. My mental picture of the Imperial code is something like

Figure 2 rather than Figure 3.

3.4 other comments

Here are some other comments worth repeating.

Averaging samples to eliminate random noise works only if the noise

is actually random. The mishmash of iteratively accumulated floating

point uncertainty, uninitialised reads, broken shuffles, broken random

number generators and other issues in this model may yield unexpected

output changes but they are not truly random deviations, so they can’t

just be averaged out. Taking the average of a lot of faulty measurements

doesn’t give a correct measurement. And though it would be convenient

for the computer industry if it were true, you can’t fix data corruption by

averaging. – Anonymous “Sue Denim” senior Google engineer
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Figure 2: Imperial logic: many parameters with loose coupling

Figure 3: Anti-Imperial logic: few parameters that are carefully interwoven
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The “broken shuffle” comment refers to a specific bug that was found in the

implementation of the Fisher-Yates shuffle algorithm, an algorithm to generate

random permutations.

A github issue called for a retraction of the papers based on the codebase.

Here is one of the comments:

First, the model has been developed with a very poor standard of docu-

mentation, either external, internal comments within the code or through

the development of self-documenting code by using appropriate variable

names. Seeing variables defined as:

int i, j, k, l, lc, lc2, b, c, n, nf, i2;

without any indication of what they represent, is the worst form of pro-

gramming practice.

Second, there appears to be a lack of testing of the model. The inability to

produce the same results when seeding the random number generators with

the same values is particularly alarming, and suggests some fundamental

issues with the program’s development. The absence of any documenta-

tion of an appropriate testing regime for a model of this importance is

also alarming

Third, the choice of language and monolithic programming style (the main

simulation module consists of over 5400 lines of code). This is not an

appropriate choice for a model that will be used for making real world

decisions and will need to be altered often to reflect changing requirements

(such as trying out new forms of intervention).

I appreciate that the model was written 15 years ago, but it is being used

for making decisions today, and it should have been updated to reflect best

practice. (For an example of best practice, I recommend you look at this

model https: // github. com/ neherlab/ covid19_ scenarios from the

Biozentrum of the University of Bazel).

I would also like to comment on, in addition, the modelling issues rather

than the programming issues associated with this model. The model con-

sists of over 280 parameters plus a population density file for each run.

I know from (bitter) experience that creating consistent datasets of 280

parameters is extremely difficult and rigorous procedures have to be fol-

lowed to ensure that appropriate sets of data are created and used and

they are comprehensively documented and linked to both the version of the

model used and to the outputs that are produced. Best practice would use

data curators for each run who are responsible for the collection and doc-

umentation of the inputs used. I have no idea whether such procedures

are followed, but the lack of documentation associated with the dataset

supplied does not engender confidence. – Gavin Potter, May 7, 2020
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3.5 Taleb and Ioannidis

Without discussing the Imperial model specifically, Nassim Taleb et al. argue

that “pandemics are extremely fat tailed,” and that “forecasting single variables

in fat tailed distributions is in violation of both common sense and probability

theory.”

The fatness of the tail of a distribution is described by a positive real param-

eter α, with the property that the pth moment E[Xp] of the random variable

X is finite iff α > p. “Fat” means α is small, and moments do not exist. When

α ≤ 1, the mean of X does not exist, and the law of large numbers fails to apply.

When α ≤ 2, absent a finite variance, the law of large numbers converges very

slowly.

As mentioned above, the Imperial model is stochastic, meaning that any

susceptible individual might become infected at any time, according to random

variables in the model. Different runs of the software produce different out-

comes. Reported predictions of the model are averages based on multiple runs

of the software. An average over a modest number of runs of a simulation is

unreliable when the law of large numbers converges very slowly, or not at all.

(Of course, with a finite population, no moment is truly infinite.)

According to Taleb, historical evidence suggests that the fat tails reside in

the pandemics themselves and not merely in the models. To its self-defeating

detriment, a good model must also be fat tailed and hence poor at forecasting.

If the failure of the law of large numbers prevents us from accurately estimat-

ing a mean, then it also hinders us from accurately estimating the distribution

itself. “In fact, distributional forecasts are more than hard – and often uninfor-

mative. . . . Small errors in probability translate into large changes in payoffs.”

I have been an avid fan of Ioannidis for several years; he has earned my trust

as a fierce critic of scientific methodology – not in a nihilistic spirit but as an

instrument of progress. When we make methodological errors, as we inevitably

do, let us analyze them relentlessly. “Arguing that forecasting for COVID-19 has

failed should not be miscontrued to mean that science has failed.” “Forecasting

is dangerous to hype. Importantly, not all problems can be fixed. At best, epi-

demic models offer only tentative evidence.” “Failure in epidemic forecasting

is an old problem. . . . Erroneous models can become powerful, recurrent dis-

ruptors of life on this planet.” Disruptions include economic devastation, social

turmoil, and diversion of resources from other infectious diseases.

The article by Ioannidis et al., which should be read by all pandemic modelers

and policy makers, is a companion paper to Taleb’s; each responds to the other.
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In response to Taleb’s criticism of point forecasts, “In a Bayesian framework, we

rely on the full posterior predictive distribution, not single points.” Countering

the claim of historical evidence that pandemics are fat tailed, Ioannidis states

that Taleb’s data has an “astounding selection bias.” “Taleb seems to fit an

unorthodox model, and then abandons all effort to predict anything. He simply

assumes doomsday has come.” Indeed, Taleb falls back on the proverbs of

Seneca to guide him through the crisis.

4 Bugs

We have thoroughly analyzed the bugs in one function (which is 168 lines of

computer code in C) of the Imperial code. The function AssignHouseholdAges

is part of the initialization code for the model. It takes an input parameter

householdSize giving the number of individuals in the household and it assigns

ages to each member of the household, subject to a long list of constraints. For

example, parents must have a certain minimum age, parents must not be too

different in age from each other, their children must not be too close in age to

or too distant in age from the parents, and so forth.

The function depends on about 20 global parameters specifying things such

as the probability that the age of the youngest child is under five years, and

the mean age difference between children. The function also depends on data

giving the age distribution of the population obtained from census data. The

authors describe the algorithm as a heuristic model.

The function depends on many global variables and constants that are not

passed explicitly to the function. The function writes its output to a global

array that is not explicitly passed as a function argument. This is recklessly

poor style.

The function is stochastic by design. Successive calls to the function will

produce different outputs. The function might be viewed as a function that

inputs a deterministic value (family size) and outputs a random variable (a list

of ages). Sample output from the function for three different households of four

might look like this:

(5, 7, 29, 39), (10, 12, 42, 39), and (12, 40, 35, 64).

The first two outputs give the ages in families with two children and two parents.

The final example is a family of one child, two parents, and a grandparent.

I picked this function partly because of its manageable length, but also

because of its relative independence from other parts of the code; I can analyze
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it in isolation. I have no reason to suspect that it has more bugs than other

parts of the Imperial code base.

I remind the reader that the bugs described here are in the initialization part

of the Imperial code. These bugs occur long before the serious tasks of disease

modeling begin.

4.1 specification

To talk about bugs, we need to say how that function fails to do what it should

be doing. For this, we need to have an idea of what the function should be

doing. But since the function is never specified, we must infer the function

specification from the code itself. There is always a possibility that the authors

of the model will tell us that the bugs we find are actually features, but if we are

sufficiently conscientious in our efforts, we can hope to disentangle intentional

from unintentional behavior.

4.2 iterated probabilities in while loops

A major conceptual error in the Imperial computer code concerns iterated ran-

dom variables in while loops. We illustrate the principle with a simple example.

This first example is for illustration only; it does not come from their code.

In the code snippet, ranf_mt(tn) generates a uniformly distributed pseudo

random number in the interval [0,1].

do { outcome = ranf_mt(tn) } while { outcome <= 0.5 }

The value of outcome when the while loop terminates will always be greater

than 0.5. Obviously, upon exit, the random variable outcome is no longer uni-

formly distributed on the interval [0, 1]. It is uniformly distributed on the in-

terval [0.5, 1.0].

Generalizing on this example, the distribution of a random variable within

the loop is not the distribution of the random variable outside the loop. There

is an internal distribution within and a different external distribution upon exit.

As a general principle, the external distribution is a reshaping of the internal

distribution that favors the exit condition.
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4.2.1 age gaps

Let’s look at some examples. One of the constraints of the household age dis-

tribution is the mean age separation of the children. We will use the default

value of mean age separation of µ = 2 years. The Imperial model assigns the

ages of children, where age gaps are generated by a Poisson-distributed random

variable with mean µ− 1.

1 + Poisson(µ− 1).

The shift of 1 in the code is presumably to enforce a “no-twins” condition,

making the minimum age separation between children at least 1.

If we generate the children’s age gaps according to a random variable with

mean µ, won’t the mean age gap be µ? Actually, no it will not, because the

code resides in a while loop. The exit condition requires all the children to have

age at most MaxChildAge, a global parameter with default 20 years. This exit

condition favors closely spaced ages.

I have translated the Imperial code into Mathematica for further analysis.

The command

Mean[Flatten[Table[N[FirstDifference[childAges[3]]],10^5]]]

gives 1.94 as an estimate of the mean child age gap in a family with three

children according to their model, when µ = 2 is required. By the time there

are six children, the mean gap in the model decreases to 1.91.

The overall conclusion here is that the Imperial code does not generate

household data that satisfy the statistical properties specified by the input pa-

rameters.

4.2.2 population distribution

Demographic data about the population age distribution of the country is an

input to the Imperial model. This input is fine-grained. The model can be

provided with data that varies from one administrative unit to another. That

is, each zip code, county, or state can be given a different age distribution.

When the Imperial code initializes the ages of individuals in the model, it

initializes ages according to the input-provided age distribution.

Does it follow that the age distributions in the model reflect the age distribu-

tions provided by user input? Actually, no it will not, because the initialization
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Figure 4: Age distribution constructed by the Imperial model in response to a
requested uniform distribution (blue line). (489,700 samples)

code resides in while loops. The exit conditions for these while loops are rather

complex, and it is hard to predict the distortions of the probability distributions

produced by exit conditions. Nevertheless, we can confidently assert that the

probability distributions constructed by the model’s algorithms differ signifi-

cantly from the probability distributions requested by user input.

As an example, we input a uniform distribution on age, from a minimum age

of 0 to maximum 84. We used the software-supplied default global parameters

that control age. We used 2019 data for the distribution of household sizes in the

United States. A user would naturally expect a uniform distribution in input

to give a uniform distribution in the model. Instead, the model constructs the

non-uniform distribution shown in Figure 4. This is not a small sample effect; it

is a large algorithmic distortion that persists with large numbers. As we plainly

see, the model departs from the uniform distribution in a prominent way.

We have to ask what the point is of having fine-grained user-input (so care-

fully broken down by administrative unit), when the model constructs distribu-

tions so starkly different from the user input?

Perhaps we should not have used the default parameter values. However, if

correct parameter values are to be derived from the age probability distribution,

then the code itself should derive the correct parameter values from the prob-

ability distribution, rather than leaving it to the user to tune parameters by

23

https://www.statista.com/statistics/242189/disitribution-of-households-in-the-us-by-household-size/


hand to compensate for while-loop distortions. Moreover, the parameter values

are global, but the age distribution varies by geographic district. What works

well in one district may fail in another.

My experiments with distortions of the age distributions differ from the

claims of the Ferguson publication. Figure S12 of the supplementary information

in Ferguson 2006 shows a close fit between the model generated population age

distribution and actual US and UK data. It also shows a close fit between

household size distribution in the generated model and US data.

It is not clear to me how they obtained a good fit, despite the bugs. One

possibility is that the many free parameters were used to camouflage the imper-

fections, like extra barbecue sauce over a burnt kebab.

4.2.3 children under five

We give one more example of the while-loop bug.

Some of the global input parameters of the model describe the probabililty

that the youngest child is under five years old. For simplicity, we will only

consider the simplest case of a household with one child (and three or more

household members in total). In that case, a correctly implemented model

should assign an age under 5 to the youngest child with probability given by a

global parameter OneChildProbYoungestChildUnderFive ∈ [0, 1], and assign

a larger age otherwise. Again, this code sits in a while-loop and therefore does

not correctly assign ages. The exit condition is more easily attained by the older

age group than by the younger age group.

(There is a separate minor bug, which includes age five in the under five

group, which we will not discuss further here. This is one of several off-by-one

bugs in the Imperial code I analyzed.)

The while-loop bug creates a large error. We use the computer-code’s default

parameter value of 50% for OneChildProbYoungestChildUnderFive. (The 50%

default value is suspiciously non-committal. It is one of several suspicious de-

fault values for parameters in the Imperial code, which seem to have been set

arbitrarily.) With that parameter value, and a uniform distribution on ages,

the model incorrectly assigns only 44.5% of the children to the younger cohort

(Figure 5), when it should give 50%.
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Figure 5: Proportion of young children is only 44.5% in the model (lower blue
line) when the input parameter calls for 50.0% (upper blue line). (105 samples)

4.2.4 overspecification

The previous example on children under five points to another problem with

the Imperial code: overspecification.

That is, the probability that the child is under five in a one-child household

should have been calculated in the code from the age distribution data used

in the model for one-child households. Instead, the probability is input as an

independent global parameter. If the globally given probability does not agree

with the age distribution, then we have a model inconsistency.

We see the model inconsistency in Figure 5, which fails to give a uniform age

distribution. (Even if we fix the while-loop bug, the overspecification remains.)

4.3 else bugs

Another category of bugs in the Imperial code comes from if-then-else state-

ments. The logic of the programming language is exclusive-or (XOR): either

the then clause is executed, or the else clause, but never both. However, the

logic of the Imperial model can fail to match the logic of the language, by re-

visiting a case in the else clause that was separately treated in the then clause.
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For example, in households with one person, the code flow takes the following

form.

if (the household has one old adult)

then { add one old adult to the household }

else if (the household has one young adult)

then { add one young adult to the household }

else { add one adult of any age to the household }

By including young and old adults, the final line erroneously overlaps with

the cases previously considered. This distorts the probability distribution.

4.4 other bugs and warnings

4.4.1 undocumented variables

The meaning of input parameters to the function are not clearly specified. For

example, here is the header and the first few lines.

void AssignHouseholdAges(int n, int pers, int tn, bool do_adunit_demog)

{

/* Complex household age distribution model

- picks number of children (nc)

- tries to space them reasonably

- picks parental ages to be consistent with childrens’ and each other

- other adults in large households are assumed to be grandparents

- for Thailand, 2 person households are 95% couples without children, 5% 1 parent families

*/

int i, j, k, nc, ad;

int a[MAX_HOUSEHOLD_SIZE + 2];

The meaning of parameters is not documented. What is n? (the household

size); what is tn? (the number of threads). What are i, j, k? (i is a local loop

variable; j is an adjusted value of the maximal age gap between parents and

children). Local variables are recycled for different purposes: k is initially an

upper bound on the age of the youngest child, but later in the same scope, k

becomes the age of the oldest child. The array a holds the ages of the children.

Why is the inexplicable 2 added to MAX_HOUSEHOLD_SIZE? Comments about

Thailand are vestigal comments from a model created many years ago.
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Figure 6: Probability tree as incorrectly implemented in the computer code.

4.4.2 uninitialized array

if ((n > nc + 1) && (ranf_mt(tn) > PROP_OTHER_PARENT_AWAY)) // line 1831

Currently the global variable PROP_OTHER_PARENT_AWAY is set to 0.0. How-

ever, this is a bug waiting to happen. If this global variable is made positive and

the second conjunct tests false, then a[nc + 1] is not initialized when it should

be. The uninitialized value is copied into a global array.

4.4.3 nested probabilities

When the household has three members, user-set parameter values give the

probabilities pi that there are i = 0, 1, or 2 children. (More accurately, the user

sets the parameter values p0 and p2, and then p1 is calculated: p0 +p1 +p2 = 1.)

Here is the Imperial code snippet that computes the number of children (nc).

Recall that ranf_mt(tn) is a uniformly distributed pseudo random number

generator on the interval [0, 1].

if ((P.ZeroChildThreePersProb > 0) || (P.TwoChildThreePersProb > 0))

nc = (ranf_mt(tn) < P.ZeroChildThreePersProb) ? 0 :

((ranf_mt(tn) < P.TwoChildThreePersProb) ? 2 : 1);

else

nc = 1;

This code contains a serious bug. The probability p2 has been made depen-
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dent on the outcome of p1. The probability tree of the buggy code appears in

Figure 6. For example, if the user inputs equal probabilities p0 = p1 = p2 = 1/3,

the code incorrectly apportions children according to the probabilities

p′0 = 1/3, p′1 = (1− 1/3)(1− 1/3) = 4/9, p′2 = (1− 1/3)(1/3) = 2/9.

Here is a correct re-implementation, clarifying the logic, of the previous code

snippet:

double p = ranf_mt(tn);

nc = (p < p0) ? 0

: (p < p0 + p1) ? 1

: 2;

The bugs destroy the overall integrity of the code. A separate question is

whether these bugs materially change the predictions of the code. I do not know.

It is possible that other uncertainties are so extreme and that the model is so

insensitive to its own internal details that the bugs are obscured. Returning to

Taleb, “the forecasters would have been wrong even if they got the prediction

right. . . ”
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